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Abstract
This paper discusses the use of derived word entropy to identify the information rich
words in news reports. This statistical approach is language insensitive, and will select
words based on the Shannon information entropy across a large corpus of articles in that
language. The selected words are statistically the most significant in categorising these
news reports and can be used for further analysis e.g. clustering, indexing or Latent
Semantic Analysis [5]. This study extends previous work to very large multilingual
document sets. These new results demonstrate both the importance of accurate entropy
simulation to identify information rich words, and the similarity of information
distributions across different languages. Word distributions in entropy-frequency space
are remarkably similar even between very different languages such as Arabic and Finish.
This supports the hypothesis of languages being a realization of a more abstract process
used in human communication. The work also demonstrates that selections based on
Entropy are valid across languages.

Introduction
C.E. Shannon introduced the concept of entropy in information theory [1] in order to
define a measure of information, choice and uncertainty in discrete information sources.
This information entropy, closely related to the statistical thermodynamic entropy, is
mostly used to determine the maximum possible lossless compression of a message.
Within the context of natural language, the information entropy can be thought of as an
indicator for the amount of information a particular word carries within a certain text
corpus. The higher the entropy, the lower the information content.
Language must be tuned closely to the way the human brain processes and
communicates information. Although the syntax and grammar vary from language to
language, the distribution in word types and their usage is remarkably similar. Zipf’s
analysis [2] of texts showed that a few words occur very often while many words appear
less frequently. When words are ranked according to decreasing usage in a large body of
text, the frequency of occurrence of the word is proportional with 1/N for rank N.
Sometimes the frequency of word occurrences is used to develop stop words (high
frequency) and identify keywords (low frequency). However this method does not take
into account how words are distributed statistically across the corpus.
A study of the role of words in literary texts [3] introduced the word entropy as a
statistical measure of word usage. This study used 36 plays of Shakespeare as its corpus
and focused primarily on the distribution of word classes according to their linguistic
role. The class of Proper Nouns displayed, on average, the lowest entropy. This was to be
expected as these words are strongly related to specific parts of the corpus (i.e. a specific
play).

Information entropy in news reports
News reports contain an ever changing subject matter. Therefore, subject related words
will appear, disappear and reappear in the news. Thus they represent a rather different
corpus to literary texts. The corpus of news reports contains typically many thousands of
documents of short but varying word lengths. The news reports used in this study are
taken from the Europe Media Monitor EMM[4]. EMM contains reports in over 25
languages. Table 1 shows the selected corpus of reports in the five different languages
used in the study.
Language
Number of Reports
Number of words
English
22406
8143359
Italian
18718
4656204
Dutch
16245
3509183
Finish
18650
3130198
Arabic
17842
4678046
Table 1: The five language corpuses of news reports.

Unique Words
62326
68283
60453
135192
97900

The word entropy across the corpus is defined as in [3]. Given a number of news reports
P, the probability that a given word occurs in news report i given that it appears
somewhere in the news reports is
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Where 0 ≤ S ≤ 1
Note that if a word appears only in one article (i) then pi = 1 and S = 0 AND if a given
word appears with the same frequency in ALL articles then pi = 1/P and S =1
Therefore S expresses the meaningfulness or information content of a given word
measured by it’s distribution across thousands of news reports. Since news covers
multiple subjects, standard language grammatical terms will be distributed evenly ,
whereas subject specific words will be clustered in related articles. This tendency will be
reflected in the relative entropy measurements.

If words with the same frequency distributions were selected at random to write the same
number of garbled news reports, each of the same length, then as shown in [3] the
average value of the entropy would be given by
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Equation 3

However, the distribution of words in news reports is very different to that found in
literary texts. Firstly the corpus of news reports is very large consisting of many
thousands of separate texts, and secondly the text lengths themselves can be significantly
different from report to report. For this reason equation 3 is expected to represent an
upper limit to the random entropy distribution. The variation in text lengths themselves
will reduce entropy beyond a fully random sample.
In order to investigate this effect a Monte Carlo simulation has been performed for each
language corpus. This simulation calculates the expected value of the entropy E(S), for
each frequency of occurrence n. The simulation places n words at random in P reports,
and calculates the resulting entropy following Equation 1 and 2 , taking into account the
length of the actual reports in each of the language corpuses. This calculation is
performed for a large number of random placements in order to obtain the average value
of the entropy.
This Monte Carlo simulation therefore should represent a better approximation to the
average random entropy than expressed by Equation 3. Any divergence of the
distribution from this average should then represent the true information content of the
texts. This is particularly important for pre-selecting words for further analysis such as
LSA.
The results for the 5 language are shown in Figures 1-5, where the monte-carlo
simulation results are given by the solid curve and those calculated using equation 3 are
shown as the dashed curve for the first part of the distribution.

Figure 1: Log(1-S) versus Word Frequency for 22,000 news reports in English. The
dashed curve is that given by Equation 3, while the solid curve is the result of a Monte
Carlo simulation described in the text.

Figure 2: Log(1-S) versus Word Frequency for 19,000 news reports in Finish. Words
with occurrence 2 are suppressed

Figure 3: Log(1-S) versus Word Frequency for 16,000 news reports in Dutch.

Figure 4: Log(1-S) versus Word Frequency for 19,000 news reports in Italian

Figure 5: Log(1-S) versus Word Frequency for 18,000 news reports in Arabic. Words
with occurrence 2 are suppressed.

Discussion
The use of words across different languages reflects in some sense how human language
evolved historically. It may even reflect a more abstract logical reasoning of the human
mind. It is remarkable how similar the word distributions are in all 5 languages. English
derives its vocabulary from both Latin and Germanic languages, so one might expect
similar distributions for Dutch and Italian. However even Finnish and Arabic which have
different origins show a similar pattern. This clearly shows that word distributions in very
different languages have almost the same information structure. A few words appear
many times and have associated high entropy (distributed evenly across articles), whereas
many words appear less often with high entropy. Those words (in all languages), which
lie above the normal curve contain the most information content. The construction of
sentences and grammars in different languages imply a few but frequently used
connecting words between less common words of greater information. In news reports
covering a wide field of subjects, there are large numbers of information rich words,
especially proper nouns. The identification of these words can be done purely on a
statistical basis by selecting those words lying far above the (1-Entropy)/frequency
average. For English, those words which lie far from the random curve are consistently
proper nouns (place names and persons).
Equation 3 overestimates the random average entropy, whereas the Monte-Carlo
simulation gives a better representation. However, real texts clearly show significantly
lower entropies especially for the high frequency words. This reflects the true
information content of real reports as opposed to random “Gibberish”. The Monte-Carlo
curve thus represents a lower limit for high frequency words, and this is clearly seen. One
of the principal aims of this study was to define selection criteria for use in a follow-on
multilingual LSA analysis. The Monte-Carlo entropy can be used to define an upper limit
for low frequencies but for higher frequencies a simple frequency cut is sufficient. The
effect of just applying the entropy cut i.e. Ei > S(E) to Finnish is dramatic. 21533 words
remain from the total 135192. For Dutch 17451 remain from 60453. A simple rule that a
word must appear at least twice in at least 2 documents is nearly as effective however.
This selection criteria leaves 22098 for Finnish and 17726 for Dutch removing essentially
the same words. This non-random behavior criteria is almost the same as the Entropy
limit. Note that no stemming algorithm has been used in these tests.

Word distribution in different Languages.
There are differences in the distribution of word frequencies between the 5 languages as
evidenced by the variation in unique words. The differences are especially prevalent at
the low frequency end. This can be understood by the differences in language grammar

which distinguish words through changed word endings. Grammar rich languages can be
seen by the ratio of the numbers of unique words found to the total numbers of words in
each corpus. Table 2 shows this ratio for the 5 languages studied.
Ratio
Unique/Total

Arabic English Finnish
Dutch
Italian
0.020928 0.007654 0.04319 0.017227 0.014665

Table 2: Ratio of unique words to total numbers of words.
English has far the lowest ratio of unique words used in texts, while Finnish has the
highest. This perhaps reflects the fact that English has dropped gender for nouns and has
simplified tenses. Since the number of reports and the total number of words in each
language corpus was rather similar the frequency range was further divided into 5
occurrence ranges. The fraction of total words falling into each of the ranges

Range
Arabic
English Finnish
Dutch
Italian
>1000
0.00014 0.000149 8.72E-05 0.000117 0.000139
100-1000 0.001268 0.000756 0.001299 0.000995 0.001075
50-100
0.001051 0.000485 0.001368 0.000802 0.000811
10-50
0.005115 0.002092 0.008525 0.004196 0.003766
<10
0.013353 0.004171 0.03191 0.011117 0.008873

Table 3: Ratio of numbers of words in each range to total number of words

Range
Arabic
English Finnish
Dutch
Italian
>1000
0.006701 0.019478 0.002019 0.006815 0.009475
100-1000 0.060603 0.098819 0.030076 0.05778 0.073313
50-100
0.050225 0.063425 0.031666 0.046532 0.055314
10-50
0.244433 0.273305 0.197393 0.243561 0.256828
<10
0.638039 0.544973 0.738845 0.645311 0.60507

Table 4: Ratio of numbers of words in each range to total number of Unique words
These results are also shown graphically in Figures 6 and 7.
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Figure 6: Variation in word use for the 5 category regions
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Figure 7: Unique words distribution across the 5 category regions.
Finnish is the language which diverges most from the other languages both in its use of
word variations at low frequencies and in the relative distribution of unique words.
Arabic too tends to use many different words at low frequencies. English word use
appears the most efficient. This must reflect the simplified grammar and lack of word
ending agreements.

Conclusions
This work has extended previous studies of Word entropy to large numbers of
multilingual documents. The word entropy distributions in news report of five different
languages show very similar overall structures. Differences in the distributions of unique
words are however observed. Finnish shows a larger difference than Arabic from English.
English uses less unique words than the other languages, but clear similarities to Dutch
and Italian are evident, reflecting common origins. The entropy distribution can be
understood by a Monte-Carlo simulation which can also define the information rich
words in any language corpus. Selection criteria are discussed for second stage analysis
using Latent Semantic Analysis (LSA). LSA is particularly interesting for multilingual
News texts because it relies purely on statistical methods.
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