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ABSTRACT

Motivation: Genomes are books of life and must carry a large
amount of information. Too see how much information do
complete genomes actually have we measured the Shannon
information in all prokaryotes and eukaryotes whose complete
genomes are available in publicly accessible database.

Results: It is shown that complete genomes indeed carry a
large, scale-dependent amount of Shannon information when
compared to random sequences. Furthermore, with the ex-
ception of one organism the Shannon information in all avail-
able complete genomes belong to a single universality class
given by an extremely simple formula. The data are con-
sistent with a model for genome growth composed of two
main ingredients: random segmental duplications that in-
crease the Shannon information in a scale-independent way,
and random point mutations that preferentially reduces the
larger-scale Shannon information. This study supports the
notion of selective neutralism in genome growth on the large
scale and independently corroborates Kimura’s neutral theory
of evolution.

Contact: hclee@phy.ncu.edu.tw

INTRODUCTION
Shannon entropy [1] has been widely used in many
diverse fields related to information, including the
analysis DNA and protein sequences [2, 3]. But it
seems not to have been applied to the field of com-
parative genomics. This could be for a number of
reasons. The high heterogeneity of complete genomes
may make comparison difficult. For instance, how is
the 0.58 million bases (Mb) genome of Mycoplasma
genitalium to be compared with the 3000 Mb genome
of Homo sapiens? Within a genome different sections
such as coding and non-coding regions are thought
to have varying amounts of information. What sec-
tion should be used to represent the genome? There
is also the nature of Shannon entropy itself, which
as a broadly defined concept may be related to the
concept of information in many different ways and a
definitive way to use it for comparative genomics has
not been established.

In this paper we propose a way to measure the
Shannon information in complete genomes and ap-
ply it to all extant prokaryotic and eukaryotic com-
plete genomes or chromosomes of complete genomes.

The results are surprisingly systematic. It shows the
Shannon information of all complete sequences ex-
cept the chromosomes of the malaria causing pro-
tozoan Plasmodium falciparum belonging to a single
universality class; the fourteen chromosomes of Plas-
modium belong to a related but distinct small class.
By inquiring into how these results could possibly
have came about we arrive at several conjectures re-
lated to the early ancestors of the genomes and how
they might have grown and evolved to become what
they are now.

MATHEMATICAL BACKGROUND
Shannon entropy and information
Consider a set of occurrence frequencies, F =
{fi|

∑τ
i=1 fi = L} ≡ {fi|L}, for τ types of events,

where fi/L is the probability that event i would oc-
cur. Shannon’s uncertainty [1], or entropy, for the set
is (we use natural logarithm throughout)

H(F) = −
∑

i
(fi/L) ln(fi/L) (1)

This quantity attains its maximum value Hmax=ln τ
when F equiprobability: fi=f̄=τ−1L. Shannon was
mainly concerned with the communication of mes-
sages and used the entropy to quantify the accuracy
of the information coded in a received message rela-
tive to that in the sent message. Here we want are
interested in a measure of infromation in F itself.
Because there is general notion that information in a
system increases with a decrease in uncertainty, we
define the Shannon information in F to be

R(0)(F) ≡ Hmax −H(F) = ln τ −H(F) (2)

Here we make some remarks. (a) Shannon called
the ratio of R(F) to Hmax redundancy and reported
that in “ordinary English, not considering statisti-
cal structure over greater than about eight letters,
(it) is roughly 50%” [1]. A text using a larger vo-
cabulary than ordinary English would yield a lower
redundancy, and vice versa. If we say any word that
appears in a genome is part of the vocabulary of the
genome, regardless of whether the word has a bio-
logical meaning or not, then almost all words up to
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ten letters belong to the genomic vocabulary and the
term redundancy in this case loses its literal sense;
the matter is determined less by whether a word ap-
pears in the text or not than by the relative frequency
of its appearance. (b) Gatlin [2] called R(F) the di-
vergence of F and this quantity has been applied to
study whole genomes in a limited way [3]. On the
other hand the term divergence on Shannon entropy
has also been widely used to as a measure of the dis-
tance between two probability distributions [4]. Fur-
thermore, divergence is a standard term describing
the parting of genomes or species in the evolution-
ary sense. Since frequency distribution of oligonu-
cleotides in genomes and evolution will be two of the
main subjects of discussion in this paper we will use
the term Shannon information (SI) instead of diver-
gence for R(F). (c) In the application of Eq. (2) we
require most of the fi’s to be non-zero. The reason
for this is made clear by considering an extreme case
when the condition is not met: fi is equal to unity
for one i and is equal to zero for all others. In this
case H(F) vanishes and R(F) acquires its maximum
value Hmax; the system indeed has minimum uncer-
tainty but it would be counterintuitive to say that it
has maximum information.
SI and relative width of a unimodal spectrum
Even when the condition (c) given above is met, the
connection between information and the quantity de-
fined in Eq. (2) may still seem obscure. Here we
point out a close relation between R(F) and another
property of the set F that should help to clarify that
connection. From a set of occurrence frequencies F
we can construct a distribution S={nf |L} where nf

is the number of events with frequency f . The sum
rules

∑
fnf=τ and

∑
ffnf=L are satisfied. If f is

considered as light frequency and nf as light inten-
sity, i.e., number of photons, then S can be consid-
ered analogously to a standard optical spectrum. We
henceforth call S a spectrum. Suppose for the mo-
ment that S is unimodal and that its half-width, or
standard deviation, is ∆f . Then we call the quan-
tity σ≡∆f/f̄ , where f̄ is the mean frequency, the
relative spectral width of S. (The percentage value of
this quantity is known as coefficient of variation, i.e.,
CV = σ × 100%.) In terms of nf the SI is

R(0)(F) ≡ R(0)(S) = ln τ +
∑

f
(nff/L) ln(f/L)

(3)
There is a simple relation between σ and R(F) when
σ is small:

R(0)(F) =
σ2

2
+O

(
σ3

)
(unimodal S) (4)

We give two explicit examples. A histogrammic ap-
proximation of a unimodal distribution is to have a
fraction x each of the events respectively have fre-
quencies f±=f̄±(2x)−1/2∆, and the rest (fraction 1-
2x) has mean frequency. Then

R(0) =
σ2

2
− σ4

8
+O(σ6) (histogram) (5)

A Gaussian distribution with relative spectral width
σ yields (see Appendix)

R(0) =
σ2

2
+

σ4

4
+O(σ5) (Guassian) (6)

In general, odd power terms in σ can occur when
the distribution is not symmetric around the mean
frequency. We note that Eq. (4) does not hold when
S is not unimodal.

Eq. (4) gives one a heuristic understanding of the
SI in a spectrum: there is little information when the
spectrum is extremely narrow, or when all types of
events occur with the same frequency. Conversely,
so long as σ<1, the broader the spectrum the higher
the SI. We shall see that this property provides an
excellent intuitive feeling for the study of informa-
tion in genomes as texts. There the events are words
in the text where a high percentage of words ap-
pearing with close to mean frequency seem to be
meaningless, while a high percentage of words that
are over-represented as well as some that are under-
represented have biological meaning.
SI and unimodal random events
If F is a set of τ types of random events with equal
probability, then, provided the mean frequency f̄ is
sufficiently large, the spectrum will be that of a (uni-
moal) Poisson distribution centered at f̄ . In this case
∆fran=(f̄)1/2 and σran=(f̄)−1/2=(τ/L)1/2. Then,
from Eq. (4),

R(0)(F) ≈ τ/2L (Unimodal random events) (7)

That is, the SI in a random system diminishes as 1/L
with increasing L.
SI in a multimodal distribution
We now conside the case of several modes of events.
Then the frequency set F={Fm|m = 1, 2, . . . , n} is
composed of n subsets Fm, each with its number
of event type τm, total number of events Lm and
mean frequency f̄m=Lm/τm. The total number of
events is τ=

∑
m τm and the total number of events

is L=
∑

m Lm. The overall spectrum will be a super-
position of n subspectra centered repectively at f̄m

that, if they are sufficiently narrow, will appear as
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separate peaks. The SI in each subset Fm is given by
Eq. (3):

R(0)(Fm) = ln τm +
∑

fi∈Fm

fi

Lm
ln(

fi

Lm
) (8)

and the SI in F to be the weighted average over the
subsets:

R(F) =
∑k

m=0
(Lm/L)R(0)(Fm) (9)

This will be the form of SI we will use to analyze
genome sequence.

Generally, for a multimodal distribution the SI as
given by Eq. (9) will be different from that given by
Eq. (3). In the case of multimodal random events, be-
cause the square of relative spectral width of each Fm

is approximately 1/f̄m=τm/Lm, one has from Eq. (4)
and (9)

R(F) ≈
∑

m
τm/2L = τ/2L (Multimodal random)

(10)
This, which is the same as the right-hand-side of
Eq. (7), is the desired result. Namely, the SI of a
(large) multimodal set of random events is indepen-
dent of its modality, in particular it always diminishes
as 1/L. Note that had we used R(0) to compute the
SI in F we would have gotten a result that, by virtue
of Eq. (4), is determined by how far apart the f̄m’s
are separted; we could in fact have results that are
independent of L. That would have misleading, be-
cause a set of multimodal random events differs from
a set of unimodal random events only in the former’s
modality, which constitutes a very small amount of
information as compared to the potential informa-
tion a large system can have. In both cases the key
characteristics is the randomness of the events, and it
would be misleading to say that random events have
a large amount of SI. It is better to convey the infor-
mation on the modality through a quantity separate
from SI. This is a crucial point and its importance
will become much clearer when we later discuss SI in
genomes.

DNA SEQUENCES

Frequency distribution in a DNA sequence

Now consider a single strand of DNA and view it
as a linear text written in the four chemical letters,
A, C, G, T. For a sequence of L nucleotides (nt) we
denote by F{k} the set {fi|L}k, where fi is the occur-
rence frequency of the ith overlapping k-letter word,
or k-mer. The frequencies are obtained by sliding

a window of width k across the genome, one letter
at a time, and recording the number of times each
k-mer is seen throught the window [5]. Given F{k}
we can construct a k-spectrum, Sk={nf}k, where nf

is the number of k-mers occurring with frequency
f . Note that in this instance we are not keeping
track of which k-mer has a particular occurrence fre-
quency. The number of event types is now τ=4k, so
F{k} and Sk satisfy the sum rules

∑
i 1=

∑
f nf=4k

and
∑

i fi=
∑

f fnf=L, and the mean frequency is
f̄=4−kL. To simplify language we henceforth will not
distinguish F{k} from Sk and will refer to F{k} also
as a k-spectrum. To insure good statistics we do not
want k to be so large that f̄ is less than one. Given
a k-spectrum we can compute the SI associated with
it according to Eq. (3). This will give a sequence a
number of SIs, one for each k. Since the canonical
size of microbial complete genomes is 2 Mb and 410

is just over 106, the maximum k we consider in this
study is 10.
Base composition in a DNA sequence
An empirical fact about genome sequences is
that they are almost always compositionally self-
complementary, meaning that on a single strand the
numbers of A’s and T’s are approximately equal, as
are the numbers of C’s and G’s. For the level of pre-
cision required by the present study, it is sufficient to
characterize the base composition of a genome by a
single number, p, the combine probability of (A+T).

We now show that the 1-mer SI of a genome as
defined by Eq. (3) depends only on p to a high degree
of accuracy. If we use Eq. (4) (and expand around
δp=p-0.5) we get

R(0)(F{1}) = 2δ2
p + (16/3)δ4

p +O(δ6
p), δp = p− 0.5.

(11)
As a test of the accuracy of this expression we cite
the two cases mentioned in [3]. The base frequencies
in Methanococcus jannaschii are

pG = 0.157, pA = 0.344, pT = 0.343, pC = 0.155

which gives R(0)(F{1}) =0.0725 from Eq. (3). On the
other hand p=0.312 and the first term and first two
terms from Eq. (11) give 0.0707 and 0.0724, respec-
tively. Similarly, for Haemophilus influenzae

pG = 0.190, pA = 0.310, pT = 0.308, pC = 0.192

which gives R(0)(F{1})=0.0283, whereas with
p=0.382 the first term and first two terms from
Eq. (11) give 0.0278 and 0.0281, respectively.

Thus R(0)(F{1}) does not depend on any property
of the genome other then p. In particular it not de-
pend how the letters in the genome are ordered and
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cannot distinguish a random sequence from a highly
ordered one. Hence it seems clear that it tells us less
about the genome than simply p by itself, which is
directly related to the genome composition.

Note that the right-hand-side of Eq. (11) vanishes
when p=0.5. On the other hand, from Eq. (9) we get
R(F{1})=0, independent of p. Since we have already
made clear that at the 1-mer level there is no informa-
tion on a genome beyond the value of p, we conclude
this to be a better result than that given by Eq. (3).
Henceforth we will only be concerned with the SI of
genomes for k≥2.

Random sequence and random match of a
genome

Given a genome sequence, we can obtain a random
sequence having the same length and base compo-
sition as the genome, called a random match of the
genome, by thoroughly scrambling the genome. Two
sequences are matches if they have the same length
and base composition. A random match can also be
generated using a random letter generator whose let-
ters are biased according to the genome composition.

The k-spectrum F{k}={fi|L}k obtained from a
random sequence Q of length L with even base com-
position (p=0.5) is a set of frequencies of random
events of equal likelihood. If the mean frequency
f̄ is a very large number, which we assume to be
the case, then F{k} will be nearly a Poisson distribu-
tion with half-width ∆fran=(bf̄)1/2, where b≈1-τ−1.
Then the relative spectral width σran=(bτ/L)1/2

and, from Eq. (4), and because F{k} is unimodal,
R(0)(F{k})=R(F{k})≈bτ/2L. As expected, the SI in
a random sequence diminishes as 1/L with increasing
L. This is but a simple manifestation of a well known
effect in statistics: the average of a measured of a ran-
dom system gains sharpness as the system gains size,
and achieves infinite sharpness in the large-system
limit.

Shannon information and base composition

In a compositionally biased sequence, the set F{k}

is composed of k+1 subsets F{k}m , called m-sets, of
k-mers with m (A+T)’s, m=1 to k. The mean oc-
currence frequency of F{k}m depends on m and p:
f̄m(p)=f̄2kpm(1−p)k−m, which approaches f̄ when p

approaches 0.5. The k-spectrum for F{k} is therefore
multimodal and its Shannon information is given by
Eq. (8) and (9), where τm=2k(k, m), (k, m) are the
binomials satisfying

∑
m(k, m)=2k and Lm=τmf̄m.

If the sequence is random, then from the discus-
sion leading to Eq. (10), we have the expected value
R(F{k})≈bτ/2L independent of p. In sharp contrast,

Eq. (3) yields an entirely different and misleading re-
sult. To see this, we consider the overall width of
the k-spectrum given by F{k}. When p is not close
to 0.5, the widths of the individual subspectra F{k}m

may be ignored and the half-width ∆fran(p) of the
entire k-spectrum may be derived from the values of
f̄m(p) and we get from Eq. (4)

R(0)(F{k}) ≈ σ2
ran

2
≈ 1

2
[(2(p2 +(1− p)2))k− 1] (12)

This quantity grows rapidly as p moves away from 0.5
and is independent of L regardless of how random the
sequence may be.

Replication, replica and root-sequence
We have shown that in our formulation random se-
quence obeys the rule of large systems: its Shannon
information decreases as L−1. There is a simple way
for a sequence Q to grow while escaping the large-
system rule. Suppose we replicate Q n times to gen-
erate a sequence Q′. We call Q′ an n-replica of Q
and Q a root-sequence of Q′. If n is much less than
L then to a high degree of accuracy the set of occur-
rence frequencies for k-mers in Q′ is F{k}′={f ′i |L′}k

≈{nfi|nL}k. That is, the f̄ ′ and ∆f ′ for F{k}′ will
both be larger by a factor of n then their respective
counterparts for F{k}, so that the relative spectral
widths for F{k}′ and F{k} will be the same. This
implies that (for any k) the SI in F{k}′ will remain
the same as that in its counterpart in Q irrespective
of how long Q′ grows.

Random duplication and insertion
We now have the notion of replication as a way for
a sequence to gain length while not losing SI, as op-
posed to what would happen to a random sequence
when it gains length. Replication is a special and
limiting case of a general way of gaining length by in-
sertions of duplicated segments homologous to the se-
quence. The latter is the last step in a common mode
of naturally occurring mutation known as replicative
transposition, where a segment of the genome is first
copied and then inserted back into the genome at an-
other site. We thus expect the SI in a sequence to
decrease if the sequence grows by random point in-
sertion, but to remain essentailly unchanged if the
sequence grows by random segmental duplication.

A FIRST LOOK AT GENOMES

A compositionally even genome
The black curve in Fig. 1 is the 6-spectrum of the
genome of the p≈0.5 hyperthermophile Pyrobaculum
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aerophilum [6], with the occurrence frequencies of the
6-mers normalized to correspond to a 1 Mb sequence.
The green curve shows the 6-spectrum of the random
match of the genome. The two are typical unimodal
spectra for genomes and their random copies, respec-
tively. At 99 b half-width of the genomic 6-spectrum
is about 10 times greater than that of the random
match. From Eq. (4) this implies for 6-mers the SI
in the P. aerophilum genome is 100 times that in its
random match.

Figure 1: 6-spectra of the genome of P. aerophilum (black)
(p≈0.5) and its random match (green). The frequencies have been
normalized to that of a 1 Mb sequence. For better viewing the large
fluctuation in the actual spectra have been smoothed out by forward
and backward averaging, hence ordinates nf need not be integers.

The Shannon entropy and information in the k-
spectra, k=2 to 10, of P. aerophilum genome and its
random match computed from Eq. (3) are given in
Table 1 (in units of ln 2). The column under the head-
ing Rxran gives the expected SI in the k-spectrum of
a random sequence:

Rxran = b′k4
k/2L, b′k = 1− 1/2k−1 (13)

Here b′k is used instead of the value b=1-τ−1 given
previously. This is a semi-empirical value used to
partly compensate for the fact that the random
sequence is not completely random because (i) it
is made to be approximately compositionally self-
complementary (as most genomes are) and (ii) its
percentage (A+T) content, or p, is fixed to be 0.5.
We observe from Table 1 the following: (i) The ex-
pected value Rxran for a random sequence is in ex-
cellent agreement with the actual SI computed from
a p=0.5 random sequence. (ii) For both sequences
the Shannon entropy is in every case very close to its
maximum value, 2k ln 2. (iii) The SI is very small,
miniscule in the case of the smallest k’s, compared
with the Shannon entropy. That is, in most cases the
SI as defined in Eq. (2) is a tiny signal buried in a
huge background. (iv) The ratio of the genomic SI to
its random match is very large for the small k’s and
decreases rapidly with increasing k. For instance, the
ratio is about 4600, 100 and 2, respectively, at k=2, 6

and 10. This, according to Eq. (4), implies that the
spectral widths of the genomic k-spectra are about
68, 10 (see Fig. 1) and 1.4 times their random coun-
terparts. We have tested this phenomenon on many
p≈0.5 genomes and in every case the remarks made
above apply qualitatively.

Table 1: Shannon entropy H and information R in units of ln 2 in
the k-spectra of the genome sequence of P. aerophilum and its random
match. Rxran=b′k/f̄ is the expected information in the random match.

Random match P. aerophilum
k H R Rxran H R

2 3.9999 5.90 E-6 5.77 E-6 3.973 2.66 E-2
3 5.9999 3.72 E-5 3.46 E-5 5.933 6.65 E-2
4 7.9999 1.72 E-4 1.61 E-4 7.881 1.18 E-1
5 9.9993 7.26 E-4 6.92 E-4 9.821 1.79 E-1
6 11.999 2.94 E-3 2.86 E-3 11.75 2.74 E-1
7 13.988 1.18 E-3 1.16 E-3 13.66 3.35 E-1
8 15.955 4.78 E-2 4.69 E-2 15.53 4.69 E-1
9 17.798 2.02 E-1 1.88 E-1 17.26 7.33 E-1
10 19.408 5.92 E-1 7.55 E-1 18.59 1.41 E-0

A compositionally biased genome
Fig. 2 (A) shows the 6-spectra from the genome of
Chlamydia muridarum [7] (black) and its random
match (green). Both have p≈0.6. Whereas the ge-
nomic spectrum is still unimodal, the random spec-
trum is clearly multimodal; the seven peaks cen-
tered at f̄m=64, 96, 144, 216, 324, 485 and 726
for m= 0 to 6, respectively, can all be discerned.
In contrast, the genomic subspectra (gray in Fig. 2
(A)) are sufficiently broad and overlapping such that,
when they are superimposed to form the overall k-
spectrum, their individual peaks are no longer dis-
cernible. Fig. 2 (B) shows the isolated subspectra
F{6}3 from the genomic and random sequences.

Figure 2: 6-spectra of the genome of C. muridarum (black) and
its random match (green). The frequencies have been normalized to
that of a 1 Mb sequence and, for better viewing the large fluctuation
in the actual spectra have been smoothed out by forward and backward
averaging.

The half-widths of the genome and random 6-
spectra are 132 and 126, respectively. If one uses

5



Eq. (3) to compute the SI one gets 0.146 and 0.133 -
0.485 and 0.442 in units of ln 2 - for the genome and
its random match. This shows a huge disparity when
compared with the SI in P. aerophilum (Table 1) and
once again shows the inadequacy of Eq. (3) when ap-
plied to a multimodal distribution.

The correct procedure is to use Eq. (8) and (9)
for the entire spectrum for both sequences, even if
the genome spectrm is not apparently multimodal.
The upper part of Table 2 gives the SI computed
from Eq. (8) in the subspectra of the m-sets in C.
muridarum and in its random match. The measured
SIs (column 5) in the m-sets of the random match
are close to their expected values b′k/2f̄m (column 6).
The values of the SI in the genomic subspectra, in
absolute magnitudes and relative to their respective
random counterparts, are both similar to those seen
in Table 1. The lower part Table ?? gives the SI com-
puted from Eq. (9) for C. muridarum and its random
match. The entries in the table are surprisingly sim-
ilar to their counterparts in Table 1.

Table 2: SI (in units of ln 2) in the m-set of k-mers, F{k}
m (Eq. (8)),

and in the whole k-spectrum F{k} of the genome C. muridarum and
its random match; R(0)

xran=b′k/f̄m and Rxran=b′k/f̄ expected values

for the random (sub-)spectra; R(0)
uni (Runi) is given by the universal

formula Eq. (15) (Eq. (16)). Frequencies are normalized to that of a 1
Mb sequence.(*** Only R(0)

xran certian in units of ln 2; check others)

Random match C. muridarum

k, m f̄m R(0) R(0)
xran R(0) R(0)

uni

2,1 60,000 2.88 E-6 6.01 E-6 1.96 E-2 2.00 E-2
3,2 18,000 2.22 E-5 3.00 E-5 4.36 E-2 2.93 E-2
4,2 3,600 1.94 E-4 1.74 E-4 8.18 E-2 7.18 E-2
5,3 1,080 5.19 E-4 6.26 E-4 1.10 E-1 0.92 E-1
6,3 216 2.98 E-3 3.23 E-3 1.53 E-1 1.84 E-1
7,4 64.8 9.98 E-3 1.10 E-2 1.95 E-1 2.42 E-1
8,4 13.0 5.82 E-2 5.52 E-2 2.84 E-1 4.77 E-1
9,5 3.89 1.82 E-1 1.85 E-1 4.53 E-1 6.17 E-1
9,7 8.75 7.97 E-2 8.22 E-2 3.91 E-1 2.74 E-1
10,6 0.97 6.66 E-1 7.43 E-1 0.93 E 0 0.80 E 0
10,8 2.62 2.87 E-1 2.85 E-1 6.87 E-1 3.55 E-1

k f̄ R Rxran R Runi

2 62,500 5.90 E-6 5.77 E-6 2.66 E-2 2.09 E-2
3 15,600 3.72 E-5 3.46 E-5 6.65 E-2 4.86 E-2
4 3,910 1.72 E-4 1.61 E-4 1.18 E-1 8.80 E-2
5 977 7.26 E-4 6.92 E-4 1.79 E-1 1.46 E-1
6 244 2.94 E-3 2.86 E-3 2.74 E-1 2.35 E-1
7 61.0 1.18 E-2 1.16 E-2 3.35 E-1 3.71 E-1
8 15.3 4.78 E-2 4.69 E-2 4.69 E-1 5.80 E-1
9 3.81 2.02 E-1 1.88 E-1 7.33 E-1 9.07 E-1
10 0.954 xxx E-1 7.55 E-1 1.41 E-0 1.41 E-0

INFORMATION IN WHOLE GENOMES

Complete genome sequences
Complete genome sequences used in the present
study were downloaded from the genome FTP site

of the (USA) National Center for Biotechnology In-
formation. The 163 complete microbial genomes
(the prokaryotes) were downloaded on October 9,
2003 from ftp://ftp.ncbi.nih.gov/genomes/Bacteria/
and the 127 chromosome sequences of ten complete
eukaryotic (the eukaryotes) were downloaded on July
15, 2003 from ftp://ftp.ncbi.nih.gov/genomes/. The
ten eukaryotes (number of chromosomes in brackets)
are A. thaliana (5), C. elegans (6), D. melanogaster
(6), E. cuniculi (11), H. sapiens (24), M. musculus
(21), P. falciparum (14), R. norvegicus (21; Chro-
mosome Y missing), S. cerevisiae (16) and S. pombe
(3). The prokaryotes are relatively homogeneous in
length - 0.4 to 7 Mb - but highly heterogeneous in
p - 26% to 0.75%. The inverse is the case for the
eukaryotes where length ranges from 0.2 Mb (smaller
chromosomes of E. cuniculi) to 268 Mb (R. norvegi-
cus Chromosome I) and p ranges from 53% to 64%.
The exception is Plasmodium whose p is 81±1% [9]
(Fig. 3). We refer to the prokaryotes by PK, the eu-
karyotes by EK and the PK and EK combined by
CB.
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Figure 3: Diversity of complete sequences in sequence length L
and fractional A+T content p. Each symbol in the plot represents a
complete sequence, triangles for the 155 prokaryotes and squares for
the 113 eukaryotes. The 14 P. falciparum (PF) chromosomes (bullets)
have the largest p.

Tests with control sequences
In what follows, all SI will be computed according
to Eq. (9). Before computing the SI in the complete
genomes, we compute the SI in three sets of control
sequences, each matching the sequences in a genome
set in composition and length: a “random” set of ran-
dom sequences matching PK; a “century” set of 100-
replicas matching PK in which each sequence is gen-
erated by replicating 100 times a random sequence
of the appropriate length and composition; a “root”
set matching CB in which each sequence of length L
is generated by replicating [L/300] times a random
sequence of length 300 b (and appropriate p), where
[L/300] is the smallest integer greater than L/300.
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We use the control sequences to test the accuracy
of Eq. (13) and the idea that the SI of a replica is
proportional to its replication number. Thus for se-
quences in the random set we expect the SI to be
(approximately) b′k/2L, independent of p; for those
in the century set, 100 times b′k/2L; for those in the
root set, b′k/600 independent of sequence length.

Figure 4: SI (R, Eq. (9)) in the k-spectra, k=2 to 10, of sequences
in three control sets whose composition are explained in the text; each
data point is a value of the (normalized) R for a k-spectrum in one
sequence. (A) R/(b′k/sL) from the random set (163 sequences); av-
erage value is 1.03±0.12. (B) R/(b′k/sL) from the century set (163
sequences); MRave=101±12. (C) The root set (square symbols; 290
sequences); (MR/L)ave=1.02±0.13.

Fig. 4 shows log-log plots of reduced SI from the
k-spectra, k=2 to 10, of sequences in the three con-
trol sets. The figures in panels (A) and (B) have 1,215
data points each (from 163 sequences and nine k val-
ues for each sequence). Panel (C) (square symbols)
has 2358 data points. The MR averaged over all se-
quences and all k’s are MR=1.03±0.12 and 101±12
in panels (A) and (B), respectively. In (C), MR is
proportional to L as expected; the averaged value for
(300/L)MR is 1.02±0.13. About 50% of the error
are from k=2 data and 30% from k=3 data. ***

SI in complete genomes
The reduced SI in the k-spectra of the 163 prokary-
otes and 127 chromosomes of eukaryotes are color-
coded by organism and shown in Fig. 5(A), where
each piece of datum gives the MR in one k-spectrum
of a sequence. The values of MR in the figure have
been multiplied by a factor of 210−k to partition
data into different k groups for better viewing. The
prokaryotic data are not color-separated. Instead,
they are all shown as black crosses. Data for which
sequence length is less than 4k are deleted. For each
organism the data form separate k-dependent bands
running diagonally across the figure, where bands for
smaller k’s give largers values of MR. The data from
human (24 chromosomes), mouse (21 chromosome)
and rat (22 chromosomes) practically overlap when
differences in sequence length is taken into account.
Since relative to human chromosomal structure there

are large and numerous intra- and interchromosomal
segement exchanges in the mouse and rat chromo-
some [8], it is evident that SI as applied in the present
analysis is insensitive to whatever mutations that
may have caused closely related organisms to diverge,
from large chromosomal segment exchanges to gene-
modifying point mutations. The data in Fig. 5(A)
indicate the eukaryotes and the prokaryotes span a
similar vertical range, about 2000 when the multipli-
catin factor of 210−k is removed. The only glaring ex-
ceptions to this similarity are the 14 chromosomes of
the malaria causing parasite Plasmodium falciparum;
they span a noticebly smaller vertical range of about
13.

In Fig. 5(B) the data in (A) excluding those
from Plasmodium are repeated and color-coded by
k to highlight the well defined k-bands. Each band
stretches over the full range of genome/chromosome
length spanning three orders of magnitude. The two
red MR∝L lines, separated by a factor of 3.5 on the
ordinate, are shown to give a sense of the linearity of
a k-band and the vertical spread of the data within
a band.

Universality classes of genomes
The linear relation between MR and L implies
that the effective root-sequence length Lr(k) given
by Lr(k)≡L/MR approximates a k-dependent but
genome-independent constant. In Fig. 6, the black
symbols are values for Lr(k) obtained by averaging
over subsets of genome data: N from prokaryotes, �
from eukaryotes (Plasmodium excluded) and H from
sequences formed by concatenating the non-coding
segments in prokaryote genomes. These results are
well summarirzed by the simple formula (Lr(k) in
units of bases):

lnLr(k) = ak + B; 2 ≤ k ≤ 10 (14)

where a=0.410±0.030 and B=1.58±0.19.
We refer to Eq. (14) as a universality class, whose

mean is given by the straight line in Fig. 6. (Orange
symbols in Fig. 6 are results obtained from model
sequences, to be discussed later.) There is a number
of ways to understand the universality of meaning of
Lr(k). One way is to see that, for given k, the SI in
a genome is the same as that in a random sequence
of length Lr(k), irrespective of the true length of the
genome. This is to be compared with the SI in a
random sequence, which decreases as the reciprocal
of its length. In other words, if a genome of length L
is x times Lr(k), then the SI in the genome is x times
that in a random sequence of length L. From Eq. (14)
we have Lr(2), Lr(6) and Lr(10) being approximately
250 b, 11 kb and 480 kb, respectively. Hence the SI in
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Figure 5: Reduced SI, MR, from 163 complete microbial genomes and 127 eukaryotes. Each symbol is the MR value of one k-spectrum from
one complete sequence. Left panel, MR color-coded by organism; right panel, MR color-coded by k, excluding data from 14 chromosomes of
P. falciparum, where each “k-band” contains data from 276 complete sequences. Data have been multiplied by factor of 210−k to delineate the
k-bands for better viewing. Data for which 4k>L, when MR≈1 regardless of sequence content, have been discarded. Straight red lines in the plots
are MR ∝ L lines.

Figure 6: Effective root-sequence lengths Lr. Each piece of data
(with error flags) is obtained from averaging L/MR over a k-band as
seen in Fig. 5 (B). Black symbols are from genomic data: N, prokaryotes;
H, non-coding regions in prokaryotes; � eukaryotes; • Plasmodium;
The red line gives the mean of the relation Eq. (14). Orange symbols in
show results obtained from model sequences : 4, all model sequences
except Plasmodium; •, model sequence for Plasmodium (same as above
but l̄=60±36 in SRT phase).

the 2-, 6- and 10-spectra of a genome approximately
2 Mb long is about 8,000, 1,820 and 4.2 times that
of a 2 Mb random sequence having the same base
composition as the genome.

The universality class expressed by Eq. (14) in-
cludes all the genomes/chromosomes studied except
the fourteen chromosomes of Plasmodium, whose
Lr

′s are shown as red •’s in Fig. 6 (A). This small
group forms a separate class given by the con-
stants a=0.146±0.012 and B=2.14±0.05. Coinci-
dently, the two classes essentially have a common
Lr(2): 240±160 for the main class and 270±120 for
Plasmodium.

Universal formula for SI
From Eq. (14) we derive a formula for the SI in an

m-set F{k}m of a genome sequence of composition p in
the main class to

R(0)(F{k}m ) ≈ 0.012(1− 21−k)e0.44k(f̄/f̄m) (15)

and for the whole F{k} independent of p to be

R(F{k}) ≈ 0.012 (1− 21−k) e0.44k (16)

This last formula gives not only the SI in a genome se-
quence with p≈0.5, it also gives the weighted average
(over the m-sets) of the SI in any genome sequence
in the main class. Note that Eq. (15) is independent
of L and Eq. (16) is independent of both L and p.
Eq. (15) was used to produce the numbers given in
column 4 of Table 2.

From the above and Eq. (4) we also ob-
tain a formula for the relative spectral width for
F{k}m : σ(F{k}m )≈(2R(F{k}m ))1/2 when the genome has
p 6=0.5, and σ(F{k})≈(2R(F{k}))1/2 for the whole k-
spectrum when p≈0.5. Note that σ(F{k}) cannot be
used as an estimate for the relative spectral width
of the k-spectrum of a genome whose p deviates far
from 0.5.

Coding and non-coding regions

About 85% of a prokaryote is comprised of cod-
ing regions, whereas coding regions typically occupy
less than half of an eukaryotic chromosome. Gener-
ally coding regions occupy a smaller the fraction the
higher life form of the organism; coding regions make
up less than 2% of the human genome. In Fig. 6 the
Lr(k) for sequences obtained by concatenating the
non-coding segments in prokaryotes are shown as H.
Both these and the eukaryote data (�) show a slight
leveling-off beginning at k=9. Overall, from the data
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shown in Fig. 6 one may infer that no essential differ-
ence in MR between coding and noncoding regions
obtains.

This is not to say that statistical sequence simi-
larity between coding and non-coding sections is so
great that no difference in SI between them may be
measured. Quite the contrary. But there are sev-
eral reasons why such a difference tend not show in
MR. First, most genes are protein genes and they
are coded in three-letter codons. This implies that
the greatest difference between a coding and a non-
coding segment will be detected when the sliding win-
dow used to count word frequencies slides three let-
ters at a time. Our sliding window slides one letter
at a time. Second, differences between coding and
non-coding regions tend to cancel when viewed over
the whole genome. An example is the compositional
self-complementarity on a single strand of a genome,
inspite of the fact that, as a rule, the contents of com-
plemental bases in coding regions are different. The
reason that the difference cancels out over the entire
strand is because coding regions are more or less uni-
formly distributed on both strands, such that on a
single strand, there are as many positively oriented
genes as there are negatively oriented genes. Conse-
quently, the excess (if there is any) in A’s in genes
in one orientation will approximately be equal to the
excess in T’s in genes in the opposite orientation.

INTERPRETATION OF RESULTS

Duplications increases MR uniformly
The very large amount of reduced SI in complete
genomes, at least for the shorter k-mers, is consistent
with the hypothesis that genomes contain very large
amounts of duplications. The k=2 band of genomic
data in Fig. 5(B) is reproduced as “+’s” (red for eu-
karyotes and yellow for prokaryotes) in Fig. 4(C). It
is extremely similar to the band of data (squares)
obtained from the root set of sequences composed
of n-replicas made from replicating random root-
sequences 300 b long. However, the latter includes
data from all k’s. Thus the presence of a strong k-
dependence in the genome data and its absence in the
control-set data rule out the possibility that the com-
plete genomes/chromosomes grew mainly by simply
replicating root-sequences of a common length. Some
other mechanism msut have worked to generate the
observed k-dependence in MR.

Point mutations decreases MR differentially
An obvious candidate that may generate the observed
k-dependence are small mutations. For simplicity, we
consider the effect of random point replacements on a
k-spectrum of an n-replica. Suppose d is the average

distance between two adjacent mutation sites. When
the total number of mutations is very small, d>>10
(10 is the maximum k in the present study), the effect
of the mutations on the k-spectrum will be negligi-
ble to give MR≈n. Conversely, when the number of
mutations is very large, d<<1 and all traces of re-
plication in the n-replica will be obliterated reducing
the n-replica to a random sequence yielding MR≈1.
In between, when d is of the order of k, the mutation
will affect the k-spectra in such a way that theMR of
a k-spectrum of a larger k will suffer a higher degree
of reduction. Presumably, given an n-replica, there
may be an appropriate number of mutations whose
effect is to generate a k-dependence in MR similar to
that observed in Fig. 5.

Minimal genome growth model
Based on the above considerations we devised a num-
ber of simple growth models having the two main
ingredients: a large number of homologous duplica-
tions to create large values for MR; a suitable num-
ber of point replacements to generate the correct k-
dependence in MR. In addition, the model must
have the flexibility allowing the growing genomes
to diverge at any stage and the robustness to pre-
vent the SI from depending on the diverging events.
Here we report the results obtained from a stochas-
tic replicative transposition (SRT) model in which
an initial random sequence of length L0 is grown
to full length via duplications of randomly selected
segments (in the sequence) of random lengths that
are then reinserted into the sequence at randomly
selected sites [11]. After full growth the sequence
is subjected to random point replacements at a fre-
quency of r mutations per nucleotide. The replace-
ments have the same compositional bias as the tar-
get sequence. Having the mutations all occur after
the completion of growth does not necessarily reflect
the actual workings of Nature in detail. Rather the
scheme is adopted in this paper for its simplicity in
order to limit the complexity of the model.

Also or simplicity the lengths l of the duplicated
segments are given by a square distribution having
the range 1≤l≤lx. A χ2 procedure based on com-
paring empirical values of Lr(k) and those computed
from model sequences were used to determine opti-
mal values for the parameters L0, r and lx. The χ2 is
observed to have a strong dependence on L0 favoring
very short initial sequence lengths and weaker depen-
dence on lx and r. We find that the best agreement
with prokaryote data is obtained when L0=8, lx=250
and r=0.95 (detail of this search will be reported
elsewhere). The initial sequences are compositionally
self-complementary but otherwise random. Hence an
L0=8 sequence can only have p=0, 0.25, 0.5, 0.75 or
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1.0. Because in our model p and 1-p sequences are
mathematically equivalent, the initial sequences are
chosen to have p=0.25 or 0.5. Two measures was
taken to shorten computation time, neither of which
is expect to qualitatively affect the presented results.
Firstly, because lx>>L0, an initial sequence is first
replicated to a length just greater than lx before it
is subjected to growth by stochastic segmental dupli-
cation. Secondly, for model eukaryote sequences, lx
is taken to be 5000 once the sequence grows beyond
2 Mb.

RESULTS FROM MODEL SEQUENCES
Using the optimal parameters (L0=8, lx=250 and
r=0.95) we generated 248 model sequences whose
lengths and base compositions more or less match
those of the genomes/chromosomes in the main un-
versality class and computed MR and Lr(k) for the
model sequences. Red triangles in Fig. 6 summa-
rize results for Lr(k). Each symbol in the figure is
obtained by averaging over 248 sequences; standard
deviation from the mean are given by the error flags.
It is fair to say that the extremely simple model ac-
counts for the k-dependence and universality of the
data very well. A general property of sequences gen-
erated by the model is that a correct value for MR

of a k-spectrum guarantees a correct shape for that
spectrum. The plotted 5-spectra in Fig. 7, where the
the spectra from the model sequences are given in or-
ange and those from three genome sequences in black
(green curves are from the random copies) indicate
the typical agreement between model and genome
spectra. We emphasize that it is far easier to generate
sequences that do not have the observed properties
of genomes than it is the opposite.

Figure 7: Comparison of 5-distributions of genome (black), random
(green) and model (orange) sequences with p=0.5 (A), 0.6 (B) and 0.7
(C), respectively. The genomes are A. fulgidus (A), S. pneumoniae
(B) and C. acetobutylicum(C).

The existence of the Plasmodium chromosomes
as a separate universality class shows that there is

Figure 8: Comparison of genomic and computed Lr.

nothing inevitable about the main universality class.
The 14 model Plasmodium chromosomes are simi-
larly generated as the main group except that L0=80
and r=0.20. The results are shown as red circles in
Fig. 6. On the surface, the larger L0 and smaller r for
Plasmodium suggest that, compared to other organ-
isms studied, this organism experienced less dupli-
cation and significantly fewer point (or small) muta-
tions per length than genomes in the main class. The
real cause for the distinctiveness of Plasmodium may
be far more complex. Among the eukaryotes stud-
ied Arabidopsis, which belongs to the main class, is
phylogenetically the least remote from Plasmodium
[9, 10]. It will be interesting to see how closer taxo-
nomic relatives [10] of Plasmodium are classified by
MR.

DISCUSSION

Universality in diversity
Our study of SI in complete genomes revealed two
important facts: (i) for short k-mers SI in complete
genomes is uniformally very large, even enormous, for
the smaller k’s; (ii) the largeness of the SI in com-
plete genomes strongly exhibits a simple universality
that coexists with the huge diversity of species. We
have found a simple, coarse-grain model for genome
growth and evolution that can account for both of
these two facts: very early on, when they were much
less than 300 b long, genomes started to grow mainly
by stochastic replicative transpositions followed by
(or admixed with) small mutations. The simplicity
of the model and the maximally stochastic nature of
the growth mechanisms may underlie the robustness
of the results and explain the emergence of the uni-
versality classes in the presence of a huge diversity
of species. The model allows a genome to diverge at
any stage of its growth such that, in principle, all the
genomes studies could have had a single common an-
cestor. As a computational device the compositional
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bias and complementarity in the model sequences are
generated by the bias in the replacement mutations.

As it stands the proposed model is at best a crude
prototype for a realistic model for genome growth
and evolution. It will need to be refined when it is
confronted with finer details of complete genomes and
when, say, it is applied to phylogenetic studies.

More universality classes?
The existence of the Plasmodium class raises several
questions: (i) What caused the formation of differ-
ent classes? (ii) Are there other classes than the two
reported here in existence? (iii) Are there other or-
ganisms in the Plasmodium class? (iv) What are the
biological signatures that characterize the different
classes? This study may have provided a plausible
partial answer to the first question. The answers
to the next two questions presumably will become
known in due course as more complete genomes are
sequenced. It would be surprising if there were only
two classes and if Plasmodium were to be the sole
member of the second class. The last question can
only be answered by detailed comparative studies of
Plasmodium with genomes in the main classes.

Accumulation of information by duplication
An important lesson we have learned from this study
is that when a genome adds homologous sequence to
itself its MR will increase. Hence stochastic dupli-
cation is a highly efficient process for a sequence to
increase its reduced SI in a non-directed fashion. If
we accept the premise that a higher life form implies
more information in the genome, then it is not sur-
prising that genome would adopt a mode of growth
in which duplication plays a dominant role.

It should be emphasized that the SI we measure
does not necessarily represent real biological informa-
tion. Rather, a proper intrepretation of MR should
be that it is a measure of the potential for the genome
to carry real information. Certainly the inverse is
true, neither a sequence where all k-mers appear with
equal frequency so that MR=0, nor a random where
MR≈1 can carry any real information. Nevertheless,
once a genome has increased its MR by whatever
means, it has also created an environment conducive
to the embedding of biological information into the
genome. It is commonly believed that genomes may
be improved by small mutations operating under the
pressure of natural selection. Since we have shown
that random small mutations, in particular point mu-
tations, tend to cause MR to decrease, we cannot
expect such mutations, even if they are the result of
natural selection, to be the main cause for the in-
crease of SI in complete genomes.

Genomes are rich in duplications

Independent from our contention that large SI in a
genome suggests a large amount of random duplica-
tions over the entire genome, there are other evidence
of duplications in genomes: the existence of many
transposable elements; the large amounts of repeats
in both prokaryotes [12] and eukaryotes [13, 14]; the
preponderance of paralogs (genes) and pseudogenes
in all life forms [15, 16]; chromosome segment ex-
changes that seem to characterize mammalian [8] and
plant [17] radiations. In deed, our proposed growth
model may at least be taken as a starting point for
an explanation of such phenomena. There are 481
segments longer than 200 bp that are absolutely con-
served (100deletions) between orthologous regions of
the human, rat and mouse genomes. Nearly all of
these segments are also conserved in the chicken and
dog genomes, with an average of 95

Did random duplication speed up evolution?
If the capacity for information in a genome can be
rapidly increased (by replication/duplication) in a
random process, and our study suggests that to be
the case, then the rapid evolution of life becomes
easier to understand. For, because the process is
random, it can be argued that on some appropriate
length scale the entropy of the genome is being max-
imized in the process. In other words, growing by
random segmental duplication enables the genome to
have the best of two worlds: to gain (the capacity for
biological) information while not fighting against the
second law of thermodynamics. At the same time,
because the difference in SI between coding and non-
coding regions is small, the fine-tuning by natural
selection of potential information into real potential
will not be met with strong entropic resistance.

This hypothetical evolutionary process is to be
contrasted with another extreme in which evolution
is driven entirely by positive natural selection, where
nothing is random and every step forward has to meet
a criterion for increasing fitness. In this case, every
step in the acquiring of SI - or equivalently, the broad-
ening of k-spectra- will be met with strong entropic
resistance. We argue that evolution by this positive-
natural-selection process would be much slower than
by the random duplication process. If this is true,
then evolution by the faster random duplication pro-
cess would be by itself a result of natural selection
on the large scale. There is some independent ev-
idence suggesting that such a growth strategy with
a reliance on duplication may have the effect of en-
hancing the rate of evolution [18, 19] and increasing
the robustness of organisms [20].

Neutral theory of evolution
Whereas the complete genomes studied varied greatly
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in coding regions as a percentage of the whole genome
(from 85% in microbes to less than 2% in the mam-
mals), the universal genome property reported here
seems not to depend on that percentage. If we assume
that coded words other than genes such as binding
sites, regulatory signals, and microRNA’s [21] col-
lectively do not occupy a dominant portion of the
noncoding regions in eukaryotes, then our findings
appear to imply that the majority of the individual
fixed duplications and replacements during genome
growth were selectively neutral. This notion of selec-
tive neutralism, based as it is on the present whole-
genome analysis, seems to independently corrobo-
rate Kimura’s neutral theory of molecular evolution
[22, 23], a theory that was based on the investigation
of polymorphisms of genes.

APPENDIX

We derive Eq. (6) from Eq. (3), in the case when
the distribution S is gaussian. In place of the dis-
crete distribution nf and the summation

∑
f nf in

Eq. (3), we need
∫

dfn(f) where n(f) is a continuous
distribution function. A gaussian distribution of the
form

g(f) = (2πa)−1/2 exp(−(f − f̄)2/2a) (17)

satisfies
∫∞
0 g(f)df = 1, yields a mean frequency f̄

and standard deviation ∆ = a1/2 (we assume σ =
∆/f̄ << 1). In comparison nf satisfies

∑
f nf = τ

and
∑

f nff = L. Therefore the continuous distri-
bution we are looking for is n(f) = τg(f). Then∫

dfn(f) = τ and
∫

dfn(f)f = τ f̄ = L as desired.
Thus, in terms of n(f), Eq. (3) becomes

R = ln τ + (1/f̄)
∫ ∞

0
g(f)f ln(f/L) (18)

Shifting the integration variable and then changing
it to x = f/f̄ allows us to cancel the ln τ term to
obtain

R =
1

σ
√

2π

∫ ∞

−1
e−x2/2σ2

(1 + x) ln(1 + x)dx (19)

This will lead to a power series in σ, for which the
low-order (but not all) terms may be obtained by
expanding the logarithm in powers of x followed and
by extending the lower integration limit to −∞, so
long as σ << 1. The first two terms are given in
Eq. (6).
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